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Abstract—Using Boolean AND and OR functions to combine
the responses of multiple one- or two-class classifiers in the
ROC space may significantly improve performance of a detec-
tion system over a single best classifier. However, techniques
found in literature assume that the classifiers are conditionally-
independent, and that their ROC curves are convex. These
assumptions are not valid in most real-world applications,
where classifiers are designed using limited and imbalanced
training data. A new Iterative Boolean Combination (IBC)
technique applies all Boolean functions to combine the ROC
curves produced by multiple classifiers without prior assump-
tions, and its time complexity is linear according to the number
of classifiers. The results of computer simulations conducted
on synthetic and real-world host-based intrusion detection data
indicate that combining the responses from multiple HMMs
with IBC can achieve a significantly higher level of performance
than with the AND and OR combinations, especially when
training data is limited and imbalanced.

I. INTRODUCTION

In practice, the performance of neural and statistical

classifiers applied to detection may decline because they are

typically trained with limited amount of representative data,

and class distributions are often complex and imbalanced. To

improve performance, the responses from one- or two-class

classifiers can be combined at various levels according to

pre- and post-classification techniques [1]. Pre-classification

combination occurs at the sensor or raw data and feature

levels, while post-classification combination occurs at the

score, rank and decision levels. Post-classification combina-

tion techniques based on Receiver Operating Characteristics

(ROC) analysis holds several advantages [2], and have been

successfully applied to detection systems for biometrics [3],

bio-informatics [4], intrusion detection [5], etc.

Boolean functions have recently been investigated to

combine the responses of several crisp or soft detectors

within the ROC space. Boolean Combination (BC) based

on conjunction (AND) or disjunction (OR) operations has

been shown to improve performance over the Maximum

Realizable ROC (MRROC) technique alone [4], [6], yet

requires idealistic assumptions in which the detectors are

conditionally-independent, and their respective ROC curves

are smooth and proper. Moreover, applying all Boolean func-

tions, using an exhaustive brute-force search to determine

optimal combinations leads to an exponential explosion of

combinations, which is prohibitive, even for a small number

of crisp detectors [7].

A new Iterative Boolean Combination (IBCALL) tech-

nique is proposed to efficiently combine the responses

from multiple detectors in the ROC space, specially for

applications in which detectors are trained with limited

and imbalanced data. It exploits all Boolean functions,

and does not require any prior assumption regarding the

independence of detectors and the convexity of ROC curves.

At each iteration, the IBCALL selects the combinations that

improve the convex hull and recombines them with the

original ROC curves until the MRROC ceases to improve.

Although it seeks a sub-optimal set of combinations, and

does not suffer from the exponential explosion [7], IBCALL

can provide a significantly higher level of performance than

related techniques in literature. The IBCALL is a general

post-classification combination technique that can combine

the responses of any soft, crisp, or hybrid detector in the

ROC space, whether the corresponding curves result from

the same detector trained on different data or according

to different hyper-parameters, or from different detectors

trained on the same data.

During computer simulations, multiple Hidden Markov

Models (HMMs) are applied to anomaly detection in host-

based intrusion detection. The performance obtained by

combining the responses of multiple HMMs with the IBCALL

technique is compared to that of MRROC fusion [6], to

that of the conjunction (BCAND) and disjunction (BCOR)

combinations [3], [4], and to that of the reference Sequence

Time-Delay Embedding (STIDE) [8]. The impact on perfor-

mance is assessed on both synthetically generated data and

sendmail data from the University of New Mexico data sets.

II. ROC-BASED COMBINATION

Given the responses of a detector (i.e., a one- or two-class

classifier) for a set of test samples, the true positive rate (t pr)
is the proportion of positive predictions correctly classified



over the total number of positive samples. The false positive

rate ( f pr) is the proportion of negative predictions incor-

rectly classified over the total number of negative samples.

A ROC curve is a plot of t pr against f pr. In practice, an

empirical ROC plot may be obtained by connecting the

observed (t pr, f pr) pairs of a detector. A crisp detector

outputs a class label and produces a single data point in

the ROC plane, while a soft detector assigns scores or

probabilities to the input samples, which can be converted

to a crisp detector by setting a threshold on the scores.

Given two operating points, say a and b, in the ROC

space, a is defined as superior to b if f pra≤ f prb and t pra≥
t prb. If a ROC curve has t prx > f prx for all its points x then,

it is a proper ROC curve. An empirical ROC plot is a step-

like function which approaches a true curve as the number of

samples approaches infinity. Therefore, it is not necessarily

convex and proper. Concavities indicate local performance

that is worse than random behavior.

The convex hull of an empirical ROC curve (ROCCH) is

the piece-wise outer envelope connecting only its superior

points. It may be used to combining detectors based on a

simple interpolation between their responses [6], [9]. This

approach has been called the maximum realizable ROC

(MRROC) [6] since it represents a system that is equal to, or

better than, all the existing systems for all Neyman-Pearson

criteria [10]. However, the MRROC discards responses from

inferior detectors which may diverse information for an

improved performance.

The Boolean conjunction (AND) and disjunction (OR)

fusion functions were first introduced for combining crisp

detectors [11] that are conditionally-independent. This inde-

pendence assumption provides simplified combination rules

which depend only on the t pr and f pr [2], [12]. These

rules may produce a new composite ROCCH that is superior

to original detectors. In the more realistic conditionally-

dependent case, the performance of composite crisp de-

tectors depends on the positive and negative correlations

among detectors [12]. To account for this dependency, the

combination rules have been extended to include all Boolean

functions [7]. The optimal rules can be obtained by ranking

these combinations according to their likelihood ratios. How-

ever, due to the exponential explosion of combinations, the

proposed global search for the optimal rules is impractical.

Several authors have proposed the application of the

Boolean AND or OR fusion functions to combine soft

detectors [3], [4]. For a pair-wise combination, the fusion

function is applied to each threshold on the first ROC curve

with respect to each threshold on of the second curve. The

optimum threshold is then found according to the Neyman-

Person test [10]. That is, for each value of the f pr, the point

which has the maximum t pr value is selected, along with the

corresponding thresholds and Boolean function to be used

during operations.

III. ITERATIVE BOOLEAN COMBINATION

Most research has addressed the problem of Boolean

combinations under the assumption of smooth, convex and

proper ROC curves. When both conditional independence

and convexity assumptions are fulfilled, the AND and OR

combinations are proven to be optimal, providing a higher

level of performance than the original ROC curves [4], [7].

When provided with limited and imbalanced data for training

and validation, the ROC curves may be improper and large

concavities will appear [13]. The performance obtained with

these combinations will decline when either one of the

assumptions is violated.

In this section, a general technique for Boolean combina-

tion (BCALL) is proposed for fusion of detector responses in

the ROC space. In contrast to other techniques, the BCALL

technique makes no assumptions regarding the independence

of the detectors and accommodates for the concavities in

the curves. In particular, it can exploit information from the

ROC curves when detectors are trained from limited and

heavily imbalanced data, to combine the decisions of any

soft, crisp, or hybrid detectors in the ROC space.

The BCALL algorithm 1 combines the responses of de-

tectors using all Boolean functions, prior to applying the

MRROC. It inputs a pair of ROC curves defined by their

decision thresholds1 and the set of labels for a validation

set. Using all ten Boolean functions, BCALL combines the

responses of each threshold from the first curve with the

responses of each threshold from the second. Responses of

the fused thresholds are then mapped to points ( f pr, t pr)
in the ROC space. The thresholds of points that exceeded

the original ROCCH of original curves are then stored along

with their corresponding Boolean functions. The ROCCH is

then updated to include the new emerging points. When the

algorithm stops, the final ROCCH is the new MRROC in

the Newman-Pearson sense. The outputs are the vertices of

the final ROCCH, where each point is the results of two

thresholds from the ROC curves fused with the correspond-

ing Boolean function. These are stored and applied during

operations.

The BCALL technique directly fuses the responses of each

decision threshold, accounting for both independent and

dependent cases. In fact, by applying all Boolean functions

to combine the responses for each threshold, it implicitly

accounts for the effects of correlation. In the worst-case sce-

nario, when the responses of detectors provide no diversity

of information, or when ROC curves of the validation set

differ significantly from those of the test set, the BCALL is

lower bounded by the MRROC of the original curves.

Exploiting all Boolean functions accommodates for the

concavities in the curves. Indeed, AND and OR rules will not

1Alternatively, the matrix of responses associated with the thresholds of
each ROC curve can be directly input to Algorithm 1. In this case, the
conversion of each threshold to corresponding responses (Algorithm 1 at
line 8 and 10) is no longer required.



Algorithm 1: BCALL(Ta,Tb, labels)

input : Thresholds of two ROC curves, Ta and Tb (or their
responses Ra and Rb) and true labels

output : ROCCH and fused responses (R) of combined
curves; each point results from two thresholds
combined with a Boolean function (b f )

let m← number of distinct thresholds in Ta1

let n← number of distinct threhoslds in Tb2

allocate an array F [2,m×n] // temporary fusions3

BooleanFunctions← {a∧b,¬a∧b,a∧¬b,¬(a∧b),4

a∨b,¬a∨b,a∨ ¬b,¬(a∨b),a⊕b,a≡ b}
compute ROCCHold of the original curves5

foreach b f ∈ BooleanFunctions do6

for i← 1 to m do7

Ra← (Ta ≥ Tai) // threshold to response8

for j← 1 to n do9

Rb← (Tb ≥ Tb j
)10

Rc← b f (Ra,Rb) // fuse responses11

compute (t pr, f pr) using Rc and labels12

push (t pr, f pr) onto F13

compute ROCCHnew of F14

push responses of points above ROCCHold into R15

store their thresholds and Boolean functions to be used16

during operations
ROCCHnew← ROCCHold // Update ROCCH17

return ROCCHnew,R18

provide improvements for the inferior points that correspond

to concavities (and make for an improper ROC curve), or for

points that are close to the diagonal line in the ROC space.

Other Boolean functions, for instance those that exploit

negations of responses, may however emerge.

For multi-ROC curves, the BCall technique can be em-

ployed in a cumulative strategy [3]. The BCall is first applied

to any pair of the ROC curves, then the resulting responses

are combined with the third curve and so on, until the last

ROC curve (see Algorithm 2). A pair-wise strategy can

be also employed by applying the BCall technique to each

two curves and then combining their responses. However,

this is more compute-intensive due to the higher number of

permutations.

Further improvements in performance may be achieved by

re-combining the output responses of combinations resulting

Algorithm 2: BCMALL([T1,T2, . . . ,TK ], labels)

input : Thresholds of K ROC curves [T1, . . . ,TK ] (or their
responses) and true labels

output : ROCCH of combined curves; each point is the result
of combination from two selected curves

[ROCCH1:2,R1:2] = BCALL(T1,T2, labels) // combine the1

first two ROC curves
for k← 3 to K do // combine responses from current2

ROC with previous combination
[ROCCH1:k,R1:k] = BCALL(R1:k−1,Tk, labels)3

store selected thresholds and Boolean functions4

return ROCCH1:K ,R1:K5

Algorithm 3: IBC([T1,T2, . . . ,TK ], labels)

input : Thresholds of K ROC curves [T1,T2, . . . ,TK ] (or
their responses) and true labels

output : ROCCH of combined curves; each point is the result
of a composite combination

set maxiter and tol // number of iterations allowed1

and tolerance between AUCH values
iter← 12

[ROCCHiter,Riter] = BCMALL([T1,T2, . . . ,TK ], labels)3

for iter← 2 to maxiter do4

[ROCCHiter,Riter] =5

BCMALL([Riter−1,T1,T2, . . . ,TK ], labels)
if (AUCHiter ≤ AUCHiter−1 + tol) then6

return // no significant improvement7

store selected thresholds and fusion functions8

return ROCCHiter,Riter9

from the BCALL with those of the original ROC curves

over several iterations. As presented in Algorithm 3, the

novel Iterative Boolean Combination (IBCALL) allows for

combination that maximize the AUC of K ROC curves by

re-combining the previously selected thresholds and fusion

functions with those of the original ROC curves. During

the first iteration, the ROC curves of two or more detectors

are combined using the BCALL. This defines a potential

direction for further improvement in performance within the

combination space. Then, the IBCALL proceeds in this direc-

tion by re-considering information from the original curves

over several iterations. The iterative procedure accounts

for potential combinations that may have been disregarded

during the first iteration. The iterative procedure stops when

there are no further improvements to the AUC, or when

a maximum number of iterations is performed. Although

this process is sub-optimal, the IBCALL algorithm avoids

the impractical exponential explosion in time complexity

associated with the brute-force strategy [7].

The IBCALL is efficient in scenarios with limited and

imbalanced data because the number of distinct thresholds

is typically small. Given K detectors, assume that Ca and Cb

have the largest numbers of the distinct thresholds on their

ROC curves, na and nb. During the design of the IBCALL

system, the worst-case time complexity required for com-

puting all ten Boolean functions to combine the K detectors

over I iterations can be roughly stated as O(IKnanb). The

memory complexity required to store the temporary results

(t pr, f pr) of each Boolean function is O(nanb). However,

after combining the first two ROC curves, the number of

emerging responses on the ROCCH is typically very small

with respect to the number of thresholds on each ROC curve.

Therefore, the time and memory complexity required for

each iteration is reduced by an order of magnitude with

respect to the first iteration.



IV. SIMULATION RESULTS AND DISCUSSION

Host-based intrusion detection systems applied to

anomaly detection typically monitor deviation in system call

sequences. Techniques based on HMMs have been shown to

produce a high level of performance [8]. Designing an HMM

for anomaly detection involves estimating its parameters and

order from the training data. Proof-of-concept simulations

are conducted on both synthetically generated data and

sendmail data from the University of New Mexico (UNM)

data sets [8].

The synthetic data generator is based on the Condi-

tional Relative Entropy (CRE) [5], [14], which gives an

irregularity index to the generated data between CRE = 0

(perfect regularity) and CRE = 1 (complete irregularity or

random). The experiments conducted in this paper using

the data generator simulate a small process and a more

complex process, with an alphabet Σ = {8,50} symbols,

and CRE = {0.3,0.4}, respectively. The sizes of injected

anomalies (AS) are assumed equal to the detector window

sizes (DW ). For both scenarios, the results are for test sets

that comprise 75% of normal and 25% of anomalous data.

For each data set, a multiple-HMM (µ-HMM) system

is constructed where each ergodic HMM is trained with

a different number of states N on the training normal

sequences segmented using a sliding window of a fixed size,

DW . The Baum-Welch algorithm is used to estimate HMM

parameters. To reduce overfitting effects, the evaluation of

the log-likelihood on an independent validation set also

comprising only normal sequences is used as a stopping

criterion. The training process is repeated ten times using

a different random initialization to avoid local minima. The

log-likelihood of a second validation set comprising normal

and anomalous sequences is then evaluated by each HMM.

Finally, the HMM that gives the highest area under its

ROCCH (AUCH) is selected, which results an HMM for

each N value. This procedure is replicated ten times for the

synthetic data for statistical confidence.

Figure 1 presents an example of two HMMs, each trained

with a different state (N = 4 and 12), combined in the ROC

space according to the MRROC, BC and IBC techniques.

The training, validation and testing data are generated syn-

thetically, with an alphabet of size Σ = 8 symbols and with a

CRE = 0.3. The HMMs are trained on a block of normal data

of size 50 sequences, each of size DW = 2, and validated

on another block of normal data of the same size (stopping

criterion). The composite ROC curve of each combination

technique is first computed on a labeled validation set of

size 100 sequences then applied to the test set of size 200

sequences (each of size AS = 2 symbols). The ROC curves

for the two HMMs along with their MRROC are presented

for the validation (Figure 1a) and test (Figure 1b) data sets.

As shown in Figures 1a or b, the improvement in AUC

performance achieved by applying BCAND and BCOR is

0 0.2 0.4 0.6 0.8 1

0

0.2

0.4

0.6

0.8

1

fpr

tp
r

 

 

λ
N= 4

:      auc=0.821

λ
N=12

:     auc=0.797

MRROC: auc=0.902
BC

AND
:   auc=0.909

BC
OR

:      auc=0.921

BC
ALL

:    auc=0.938

IBC
ALL

:   auc=0.974

XOR

(a) Validation set

0 0.2 0.4 0.6 0.8 1

0

0.2

0.4

0.6

0.8

1

fpr

tp
r

 

 

λ
N= 4

:       auc=0.773

λ
N=12

:      auc=0.806

MRROC: auc=0.889
BC

AND
:   auc=0.889

BC
OR

:     auc=0.913

BC
ALL

:    auc=0.943

IBC
ALL

:   auc=0.969

(b) Test set

Figure 1: An illustrative example that compares the AUC per-
formance of techniques for combination in the ROC space. The
example is conducted on a system consisting of two ergodic HMMs
trained with N = 4 and N = 12 states, on a block of 50 sequences,
each of length DW = 2 symbols and synthetically generated with
Σ = 8 and CRE = 0.3.

modest, which indicates that they are unable to exploit infor-

mation in inferior points. However, as shown in Figure 1a,

two additional combination rules have emerged from the

XOR Boolean function with BCALL providing an improved

performance over the BCAND and BCOR. The IBCALL tech-

nique exploits the diverse information from these emerging

combination rules (the OR and XOR in this case), to a

further improve the system performance. This achieved by

recombining emerging rules from each iteration with the

original curves until the stopping criterion is met. After five

iterations, IBCALL is able to achieve a considerably higher

level of performance than all other techniques.

Figure 2 shows the average AUCH performance on the

test sets versus the number of training blocks obtained on

a second, more complex synthetic scenario (Σ = 50, CRE =
0.4), and on UNM sendmail data. The performance of the

composite system obtained with the MRROC combination

for the original HMM ROC curve, is compared to those

obtained with the IBCAND, IBCOR, IBCALL and STIDE. As

shown in Figure 2, the IBCALL can significantly improve the

AUCH over the MRROC in both scenarios. The performance

of the MRROC may approach that of IBCALL technique

when the training data becomes abundant for the problem at

hand, or when classes are well separated. In such cases,

the HMMs tend to achieve higher level of performance

with less diversity in their responses. The IBCAND and

IBCOR fusion were able to increase the performance over the

MRROC. In this scenario, although the results of the AND

and OR Boolean combinations were allowed to iterate until

convergence, their performance is always significantly lower

than that of the IBCALL.

Overall results indicate that the IBCALL technique provides

the highest level of performance among these combination

techniques specially when the number of blocks for training

is limited. In such cases, each HMM trained with a differ-
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Figure 2: Results for synthetically generated data with Σ = 50 and

CRE = 0.4 (a) and for UNM sendmail data (b). Average AUCH

performance is shown for the µ-HMMs where the HMMs are

trained with a different state and same DW = 2, and combined

with the MRROC and IBC techniques.

ent HMM order provides diverse information by capturing

different data structure, which are exploited by the IBCALL

technique for a significant improvement in system perfor-

mance. In results not shown in this paper, these tendencies

were confirmed over a wide range of training set sizes with

various alphabet sizes and CRE values, and according to

different anomaly and detector window sizes.

V. CONCLUSIONS

This paper presents a new Iterative Boolean Combination

(IBC) technique for efficient fusion of the responses from

multiple one- or two-class classifiers in the ROC space. It

applies all Boolean functions to the ROC curves and requires

no prior assumptions about conditional independence of

detectors or convexity of ROC curves. Although it seeks

a sub-optimal set of Boolean combinations, the IBC is very

efficient in practice, which allows for a large number of

combinations. Compared to the impractical exponential time

complexity required for a brute-force search of Boolean

combinations, its time complexity is linear with the number

of classifiers while its memory requirement is independent

of the number of classifier.

During simulations conducted on both synthetic and real

HIDS data sets, the IBC has been applied to combine the

responses a of multiple-HMM system, where each HMM is

trained using a different number of states, capturing different

temporal structure in the data. Results have shown that the

IBC technique can significantly increase system performance

over the MRROC fusion, and over the Boolean AND and

OR combinations. The performance gain, especially when

provided with limited training data, is due to the ability of

the IBC technique to exploit diverse information residing

in inferior points on the ROC curves. This information is

disregarded by other related techniques.

The proposed IBC is general in that it can be employed

to combine diverse responses of any set of crisp or soft one-

or two-class classifiers, within a wide range of application

domains. This includes combining the responses of the same

classifier trained on different data or features or trained ac-

cording to different parameters, or from different classifiers

trained on the same data. Future work involves applying the

IBC to other real-world application domains.
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