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Abstract

      This paper describes an elegant method for evaluating the discriminant power of features in the
framework of an HMM-based word recognition system. This method employs statistical indicators,
entropy and perplexity, to quantify the capability of each feature to discriminate between classes
without resorting to the result of the recognition phase. The HMMs and the Viterbi algorithm are
used as powerful tools to automatically deduce the probabilities required to compute the above-
mentioned quantities.
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1. Introduction

Usually, a word recognition system is described according to the following scheme (Fig.
1):
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Fig. 1.Architecture of a word recognition system



The first two steps are optional, and may be required or not depending on the complexity
of the problem to be solved. For instance, in the case of automatic reading of legal
amounts in a cheque processing system, the vocabulary of possible words is around 30.
This led many researchers to model each word as a whole [Gilloux92] [Paquet93]
[Gorski94] [Knerr96] [Suen96], dropping in this way the segmentation phase. When
dealing with the problem of automatic sorting of handwritten addresses, the recognition
of city names [Gilloux95] [Cohen94] [Caesar94] [Shrihari95] or street names
[ElYacoubi95] involves the use of large vocabularies. Therefore, a segmentation of words
into smaller units such as letters is necessary, to reduce the set of models to a reasonable
size. On the other hand, due to the presence of guide lines on cheques, the slant of the
writing baseline isn’t as frequent or important as it is in the latter application.

Unlike preprocessing and segmentation, the feature extraction phase is always present in
a word recognition system. The aim of this phase is to reduce redundancy in the input
image while preserving the meaningful information for recognition. Among the desired
characteristics, the features should be easy to extract, robust to noise, insensitive to intra-
class variability and sensitive to inter-class variability.

To judge the quality of the features, most approaches try to measure their effect on recog-
nition rates. However, these methods are not reliable since they depend strongly on the
recognition model that uses them. In this paper, we present an approach that carries out an
objective evaluation of the discriminant power of features, without resorting to the results
of the recognition phase. This approach is based on some statistical indicators that are
well known in information theory, such as entropy and perplexity. To this purpose, we use
hidden Markov models [Bahl83] [Cox88] [Poritz88] [Rabiner89] [Lee91] along with the
Viterbi algorithm [Forney73] to label each feature extracted from the input image by one
of the classes considered in our word recognition system:  letters or half letters. This
allows us to automatically determine the various probabilities needed to compute the
quantities mentioned above.

The organization of this paper is as follows. Section 2 gives an overview of our word rec-
ognition system, including steps of preprocessing, segmentation, feature extraction and
handwritten word modeling. In section 3, we present our method of evaluating the dis-
criminative power of features. Section 4 describes the experiments we performed to vali-
date our approach. Finally, section 5 gives some concluding remarks and perspectives.

2. System Overview

Our system is designed to recognize unconstrained handwritten words (or sequence of
words) such as those encountered in handwritten postal addresses. Therefore, we must
cope with all writing styles: handprinted, cursive or mixed (Fig. 2). In this section, we
present the outline of our approach. A more detailed description can be found in
[ElYacoubi96].



Markovian modeling assumes that each input word image is represented as a sequence of
observations. These features should be statistically independent, once the underlying hid-
den state chain is known. To satisfy the latter requirement, we first apply to the word
image a preprocessing phase, aimed at removing of information that is not meaningful to
recognition. Then, we perform segmentation and feature extraction processes to trans-
form the input image into an ordered sequence of symbols.

2.1.  Preprocessing

As we said before, the goal of preprocessing is to reduce irrelevant information, such as
noise and writing slant, that increases the complexity of the recognition task. In our sys-
tem, we use four preprocessing steps to normalize word images: baseline slant normaliza-
tion, character skew correction, lower case letter area normalization when dealing with
cursive words, and finally smoothing. We give below a brief description of this system.
For more details see [ElYacoubi94].

Our approach for baseline slant normalization consists of two steps. The first estimates
roughly the baseline as the line that best fits with the lower contour minima (using the
least square method) after having filtered those minima corresponding to downstrokes.
The writing baseline is then normalized by simply replacing the (x,y) coordinates of each
pixel of the bitmap by the new coordinates (x’,y’) given by:x’ = x andy’ = y - x.tanα
whereα is the angle between the horizontal axis and the detected line (Fig. 3b). In the
second step, a second model taking as input the normalized image approximates the writ-
ing slant as the succession of line segments linking together the lower contour minima
(after filtering). The definitive normalization is then done on each zone vertically delim-
ited by two successive minima, using the same transform as before, the angle of which
varies dynamically depending on the slant of the line linking the current pair of minima
(Fig. 3c).

Fig. 2.Variability of handwriting styles: Handprinted(a) and(b), Cursive(c) and
Mixed (d) and (e).

(a): PANAZOL

(d): Bully les miNes

(b): STRASBOURG

(c): Roubaix

(e): EVREUX Cedex



To normalize the slant of characters, we sample the word image contour at a rate of 8 pix-
els per step and we compute the slope of each segment linking two successive samples.
The horizontal or nearly horizontal segments are not considered. The average character
slant is then estimated from the mean of the slope of the remaining segments (Fig. 3d).

The aim of the third preprocessing is to normalize the height of the lower-case letter area
(or the core region) of cursive words. The technique we developed is similar to the second
step of the first preprocessing described above. After having detected the upper contour
maxima, we filter those belonging to ascenders or capitalized letters. The lower-case let-
ter area normalization is then carried out on each zone vertically delimited by two succes-
sive maxima, using a nonlinear transform of this zone’s pixels, which sets the two
maxima to the same height, while keeping the baseline horizontal (Fig. 3e).

Finally, we smooth the output image to remove some noise that appears at the borders of
the word image due to the various geometric transformations made in preprocessing (Fig.
3f). The overall processing time is around one second in average on a Sun Sparcstation
IPX.

2.2.  Segmentation

The segmentation process attempts to split each word image into its component letters.
Since this operation is difficult due to ambiguity between letters, we choose a segmenta-
tion algorithm that is not perfect but will produce a deliberately high number of segmen-
tation points, offering in this way several segmentation options, the best one being
validated during recognition. This algorithm, highly inspired by the approach developed
by M. Leroux [Leroux 91], merely detects lower contour minima of words. Then each
minimum is validated as a segmentation point or not, according to some rules that
roughly impose a vertical cut of a shape without crossing any loop, while minimizing the
vertical transition histogram of the word image. As a result, our segmentation algorithm

Fig. 3.Preprocessing steps applied to word images: (a) Original image, (b) and (c)
Baseline slant normalization, (d) character slant normalization, (e)Lower-case letter

area normalization, (f) Definitive image after smoothing.
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(d)



splits a word (or a sequence of words) intographemes, each of which may be a correctly
segmented, an under-segmented or an oversegmented letter (Fig. 4).

2.3.  Feature Extraction

The sequence of segments obtained by the segmentation process is transformed into a
sequence of symbols by considering two sets of features. The first set, of size 27, is based
on global features such as loops, ascenders and descenders. These characteristics are
encoded in various ways according to their size and position. Then, each different combi-
nation of these features within a segment is encoded by a different symbol. For example,
in (Fig. 5a), the first segment is encoded by symbol “L” reflecting the existence of a large
ascendent and a loop located above the core region. The second segment is encoded by
symbol “o” indicating the presence of a small loop within the body of the writing. The
third segment is represented by symbol “- ”, which encodes shapes without any interest-
ing feature,etc.

 The second feature set is based on the analysis of the bidimensional contour transition
histogram of each segment in the horizontal and vertical directions. After a filtering
phase, the histogram values may be 2, 4 or 6. We focus only on the median part of the his-
togram, which represents the stable area of the letter. In each direction, we determine the
dominant transition number (2, 4 or 6). Each different pair of dominant transition num-
bers is then encoded by a different symbol or class. After having created some further
subclasses, this coding leads to a set of 14 symbols. (Fig. 5b) shows three examples of
such a coding. LettersB, C andO, whose pairs of dominant transition numbers are (6,2),
(4,2) and (4,4), are encoded by symbols called “B”, “ C” and “O” respectively.

 We also have five segmentation features that try to reflect the way segments are linked
together. These features consist of the space between two segments, in the case of discon-
nected letters, and of the segmentation point vertical position, in the case of connected
letters. The space is encoded in three ways, according to its relative width with respect to
the average segment width, while the second feature is encoded into two different sym-
bols according to its relative vertical position compared to the word baseline. Finally, the
feature extraction process represents each word image by two symbolic descriptions of
equal length, each consisting of an alternating sequence of symbols encoding a segment
shape and of symbols encoding the segmentation point associated to this shape (Fig. 5c).

Fig. 4.Segmentation of words into letters or pseudo-letters.



2.4.  Handwritten Word modeling

When considering a large vocabulary such as those involved in the recognition of city
names, it is not possible to build a different model for each word. Therefore, our hand-
writing modeling is carried out at the letter level. As our segmentation process may pro-
duce either a correct segmentation of a letter, an oversegmentation of a letter into two
segments, or a letter omission, we built a five state HMM having three paths to take
account of these configurations (Fig. 6).

Fig. 5.Feature extraction phase: (a) first type of feature, (b) second type of feature,
(c) representation of the image as a pair of descriptions, each consisting of an alternating

sequence of shape symbols (large size) and segmentation symbols (small size).

(a)

 Bs Os ru r sru r s OsO    #     PsOs On |sCsOsrn
  Ls os -u -s -u -s os -    #     Hsos On HsosBson

(b)

(c)



In this model, observations are emitted along transitions. Transitiont04, emitting the null
symbolΦ, models the letter omission case. Transitiont03 emits a symbol encoding the
correctly segmented letter shape, while transitiont34 emits a symbol encoding the nature
of the segmentation point associated with this shape. Transitionst01 andt23 are associated
with the left and right parts of an oversegmented letter, whilet12 models the nature of the
segmentation point that gave rise to this oversegmentation. We also have a special model
for inter-word space in the case where the input image contains more than one word (Fig.
5). This model simply consists of two states linked by two transitions, modeling a space
or no space between a pair of words (Fig. 7).

In the learning phase, since we have the exact labelling of each word image, the word
model is built by concatenating the appropriate elementary letter models (Fig. 8). This
learning is performed using Viterbi training [Rabiner93] [Cox88]. After initializing the
model parameters with random values, each word is matched against its associated fea-
ture sequencevia the Viterbi algorithm. According to the current model, observation
sequences of the training set are segmented into states by recovering the optimal align-
ment path. The re-estimations of the new parameters of the HMMs are then directly
obtained by examining the number of transitions between each pair of states and the
number of observation symbols for each state (or transition). This procedure is repeated
until the increase in the global probability of observing feature sequences falls below a
small fixed threshold. This strategy allows the word models, for a sufficient learning data-
base, to detect the regularity of the observed phenomena, so that they are able to learn

Fig. 6.The character model
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Fig. 7.The inter-word space model



precise letter models without any need of hand-segmenting feature sequences into subse-
quences that correspond to letters (manual labelling) as in [Chen94] [Knerr96] [Kim97].

In the recognition phase, the word model is still built by concatenating letter models.
However, since no information is available on the style in which an unknown word has
been written, a letter model here actually consists of two models in parallel, associated
with the upper and lower case modes of writing a letter (Fig. 9). As a result, two consecu-
tive letter models are now linked by four transitions associated with the various ways two
consecutive letters may be written: uppercase-uppercase (UU), uppercase-lowercase
(UL), lowercase-uppercase (LU) and lowercase-lowercase (LL). The probabilities of
these transitions are estimated from the same learning database which served for HMM
parameter estimation. To complete our model description, we should add that each emit-
ted observation along a transition corresponding to a shape is in fact a combination of two
observations, related to the two sets of features we are using.

      The word recognition system described above was trained on a learning set of 11,410
unconstrained handwritten French city names extracted manually from real mail enve-
lopes, and was tested on a different set of 4,313 images. The recognition rates (RR)
obtained with this model for lexicons of size 10, 100 and 1,000 and without rejection are
given in Table 1.

Fig. 8.The word model for word “Sete ” in the learning phase. Note that the final
state (4) of a letter model serves as the initial state (0) of the following model.

S e t e
φ

2

φφ φ

0

1 2

3 0

1 2

3 0

1

3 0

1 2

3 0

I

s e t

0U

0L

UU

ULLU

LL

UU

ULLU

LL

S E T

0

1

3 4

φ

2

0

1

3 4

φ

2

0

1

3 4

φ

2

0

1

3 4

φ

2

0

1

3 4

φ

2

0

1

3 4

φ

2

0

1

3 4

φ

2

0

1

3 4

φ

2

F

UU

ULLU

LL

E

e
Fig. 9.The word model in recognition



The system errors come mainly from splitting a letter into three pieces, excessive under-
segmentation in a word, ambiguity, images with a high level of noise, or insufficient
examples to reliably estimate some model parameters.

3. Objective Evaluation of the Discriminant Power of Features

In order to compare the performance of several feature sets, it is useful to have a measure
of the intrinsic information carried by features. Most approaches, however, use the recog-
nition module to indirectly evaluate a feature set by comparing the recognition rates
obtained by using that set. These techniques are not reliable since they strongly depend
on the robustness of the recognition phase. Moreover, they are highly dependent of the
lexicon of the possible words. For instance, if the length (number of characters) of words
in this lexicon shows a high variation, the recognition is much easier regardless of the dis-
criminant power of the features employed. Finally, we cannot rely on such techniques to
judge individually each feature; all that we can have is unquantified information about the
global discriminant power of the feature set. In this section, we describe a new way to
evaluate the quality of features without resorting to the results of the recognition phase.
The technique we developed is based on statistical indicators, entropy and perplexity,
well known in the field of information theory. These measures were introduced to speech
recognition [Bahl83] to evaluate the difficulty of the task of recognizing words in a spe-
cific application. In this case, the associated entropy is defined as:

wherep(w) is thea priori probability of wordw related to the language of the considered
application.

In our problem, the goal is to evaluate the difficulty of the task at a higher level, that is
after the feature extraction phase. This leads us to define theconditional entropy H(f) of a
given featuref:

whereci are the classes considered in our modeling, andNc is the number of classes (let-
ters or half letters, as we will see in next section).

Lexicon 10 100 1000

RR 98.9 95.0 86.3

Table 1.Recognition rates obtained with our recognition model

H p w( ) p w( )2log⋅
w
∑–= 3.1( )

H f( ) p ci f( ) p ci f( )log⋅
i 1=

Nc

∑–= 3.2( )



H(f), measured in bits, quantifies the capability of featuref to discriminate between the
classesci. The maximum ofH(f) is logNc. It occurs when

In this case, featuref does not contribute any information to discriminate between classes,
and can be considered as useless. On the other hand,H(f) reaches its minimum, which is
0, when there exist one classci such that:

Theconditional perplexity P(f) of a featuref is related to its entropyH(f) by the following
definition:

The advantage of using perplexityversus entropy is that it varies between 1 andNc. Thus,
it can be directly compared to the size of the vocabulary.

The global entropy is obtained by carrying out a sum over all the features weighted by
theira priori probability:

whereNf is the size of the feature set.H allows us to quantify globally the discriminant
power of the feature set. The correspondingglobal perplexity P is given by:

This quantity also varies between 1 andNc, and reaches its maximum when for each fea-
turefj, we have

4. Experiments

Considering the modeling in our system, each feature related to a segment (or grapheme)
may be generated by a letter, left half part of a letter or right half part of a letter. There-
fore, the number of classes to be discriminated by features is three times the number of
possible letters. The latter, whose size is 86, include upper-case letters, lower-case letters,
numerals and some other special characters such as “/ ”, “ - ”, etc. Moreover, some letters
such asn, u, v, w, N, U, V, W that are likely to be regularly split into two or more segments
are represented each by two “letters”, e.g.n1 andn2 for lettern.

p ci f( ) 1
Nc
------= ci∀ 3.3( )

p ci f( ) 1= and p cj f( ) 0= j i≠∀ 3.4( )

P f( ) 2
H f( )

= 3.5( )

H p f j( ) H f j( )⋅
j 1=

N f

∑= 3.6( )

P 2
H

= 3.7( )

p ci f j( ) 1
Nc
------= i 1 Nc[ , ]∈∀ 3.8( )



To evaluate the entropies and perplexities presented in section 3, we must know the prob-
ability p(ci|fj) for each pair (ci,fj). The natural way to do this is to label manually each seg-
ment or grapheme by the associated correct class (letter or half letter). However, this
operation is not desirable, because it costs a lot economically and requires important
human means. To overcome this problem, we use the HMMs along with the Viterbi algo-
rithm to automatically label each segment with the appropriate class. The idea is that at
the end of the training process described in section 2, each word HMM (sequence of char-
acter HMMs) is matched with its associated feature sequence. Then using thebacktrack-
ing procedure of the Viterbi algorithm, we recover the best path in the model to label each
feature (segment) in an automatic way. Figure 10 shows an example of such a technique.

When applied to our learning database containing 11,410 word images, this technique
allowed us to build a labelled grapheme database of 161,000 samples (letters or half let-
ters). Note that the best path recovered for labelling purposes turned out to be almost
always correct. This is due to the fact that our character and word models are well
adapted to the data that they are supposed to represent. The quantitiesp(ci|fj) are then
computed as the occurrence frequency of the pair (ci,fj) over the number of samples asso-
ciated with featurefj. Quantitiesp(fj) are estimated in the same way by their occurrence
frequency in the grapheme database.

Having determined the required probabilities, we computed the perplexities associated
with the three types of features that could be used in our system: the first and second fea-
ture sets, and the third set that results from the combination of the first two. Table 2 and
Table 3 show the perplexity corresponding to the 11 best features of the first set and the
second set respectively, in other words features that have the 11 lowest perplexities.

 Bs Os ru r sru r s OsO    #     PsOs On |sCsOsrn
  Ls os -u -s -u -s os -    #     Hsos On HsosBson

R e n1n2n1n2 e s # C e d e x
(03030303030303030          030301230301234)

Fig. 10.Recovering the best path (and state sequence) through the feature sequence
and using it to label each feature with its corresponding letter or pseudo-letter.



Note that as expected for the first feature set, the feature with the highest perplexity was
symbol “- ” (49.7) representing shapes that do not contain any loops, ascenders or
descenders.

Now, according to equations (3.6) and (3.7), we computed the global perplexities associ-
ated with the three feature sets mentioned above. We obtained

 These results can be interpreted by saying that the three feature sets we tested bring down
the perplexity (complexity) of the recognition task fromNc=258 to 34.06, 30.27 and
18.90 respectively. The theoretical goal is to obtain a perplexity equal to 1, in which case
the recognition problem is solved even before the recognition phase. However, since the
features are used for word recognition and not for character recognition, the perplexity is
not required to be too close to 1, because the word recognition module can still integrate
other powerful knowledge sources such as context and redundancy, supplied by the order
in which features appear in the sequence extracted from the input image, the length of
words, the language model,etc.

On the other hand, we see that the perplexity decreases dramatically when we use the
combination of our two feature sets as a new feature set. This proves that to some extent,
the two types of features we are considering complement each other. Note that segmenta-
tion features were not considered in the results given above. Their integration would have
certainly led to better results. Nevertheless, these features were very useful in helping the
word model detect successfully the optimal character boundaries in the training phase,
used to label the extracted graphemes from segmented input images.

To study the relationship between perplexity and recognition rate, we used three models
for testing [ElYacoubi96]. The first two use respectively the first and second set of fea-
tures (we will refer to these sets as E1 and E2), while the third model is the one described
in section 2 using the combination of E1 and E2 as a feature set. The tests were carried out
on the same learning and testing databases described before. The results obtained are
given in Table 4.

f Z G 0 o O L Q K b d S

P 10.3 10.4 12.2 12.9 15.2 15.7 16.0 18.9 23.2 23.7 23.7

Table 2.The 11 best features of the first set with their associated perplexities

f E A r O B C P Q W m |

P 10.5 19.7 22.6 23.3 23.3 28.1 28.6 30.9 31.6 32.0 42.2

Table 3.The 11 best features of the second set with their associated perplexities

P1 34.06= P2 30.27= P3 18.90= 3.9( )



From these results and the perplexity values given in equation (3.9), we can observe that
there is a clear correlation between recognition rate and perplexity. The smaller the per-
plexity is, the better recognition rate is obtained.

5. Conclusion

We present in this paper an objective method to evaluate the discriminant power of fea-
tures in an HMM-based word recognition system, making use of two well-understood
indicators in information theory, entropy and perplexity. We showed that the HMMs
allow us to compute automatically all the required probabilities to determine the above
quantities. Our method can be considered as a powerful tool to judge or compare the
quality of several feature sets without resorting to the results of the recognition phase. An
interesting issue is to compute the global perplexity of the whole feature sequence or to
derive it from the individual grapheme perplexities. This will allow us to evaluate indi-
rectly the quality and the complexity of an input word image to be recognized. Unfortu-
nately,  this is a hard task in practice.
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